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§ One pass takes days to weeks, and most of that time is spent in synthesis and characterization

§ Each pass also produces data: which recipe worked, which did not, and what was measured

§ AI can support every stage, but today the five stages are at very different levels of maturity

The materials discovery pipeline
five stages, from a target composition to a verified material

Design

which composition
or structure?

→
Synthesis planning

precursors, steps,
temperatures

→
Synthesis

make it in the
furnace / robot

→
Characterization

does it really have
that property?

→
Learning

feed results back
into the model



3

The bottleneck is validation, not ideas
§ Generative models propose millions of candidates a day; synthesis and characterization are still by hand

§ Candidates pile up unverified: most 'N new materials' in papers are predictions, not real measurements

Where AI stands on this pipeline today
fast at design, still manual after it

Design

which composition
or structure?

→
Synthesis planning

precursors, steps,
temperatures

→
Synthesis

make it in the
furnace / robot

→
Characterization

does it really have
that property?

→
Learning

feed results back
into the model

fast with AI still mostly by hand
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§ In practice it is a loop: every result flows back as training data

The materials discovery loop

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws
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§ Today: three stages of the loop where our lab has built AI systems

Where our work fits in the loop

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws

Design and synthesis are outside today's scope — our contributions are in the highlighted stages

Synthesis planning
• Retrieval-Retro (NeurIPS 2024)
• MSP-LLM (NeurIPS 2026)
• Retro-Forge (ICML 2026 AI4Sci WS)

Characterization
• IR-Agent (ICLR 2026)
• PCSP (NeurIPS 2026)

Learning
• Multi-agent LLM equation discovery 

(under review)
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§ Part 1: turning a target into a recipe — Retrieval-Retro, MSP-LLM, Retro-Forge

Part 1 — Synthesis planning

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws

Given a target composition, what do we mix, and how do we heat it?

Synthesis planning
• Retrieval-Retro (NeurIPS 2024)
• MSP-LLM (NeurIPS 2026)
• Retro-Forge (ICML 2026 AI4Sci WS)

Characterization
• IR-Agent (ICLR 2026)
• PCSP (NeurIPS 2026)

Learning
• Multi-agent LLM equation discovery 

(under review)
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Example

§ Target material: Mg0.5Zn0.5Fe2O4 (Mg-Zn ferrite)

§ ① precursors: Fe2O3, MgCO3, ZnO

§ ② sequence: dry à mix à heat à mix à shape à heat à anneal…

§ ③ conditions: temperature / time / pressure at each step

Synthesis planning: three sub-problems

Target material

② Operation sequence
③ Operation conditions

① Precursor
prediction

Step Temp. Time Key point

Drying 100–120°C 1–2 h Remove water

Heat 1 750–850°C 2 h MgCO₃
decomp.

Heat 2 950–1050°C 3–5 h Spinel forms

Anneal 800–900°C 1–3 h Stabilize

Press 100–300 MPa — Densify

① Precursor prediction
→ Retrieval-Retro (NeurIPS 2024)
→ Retro-Forge (ICML 2026 AI4Sci WS)

① + ② Precursors + Operation sequence prediction
→ MSP-LLM (NeurIPS 2026)

① + ② + ③ Precursors + Operation sequence + Conditions
→ ongoing workPrecursors



Retrieval-Retro: Retrieval-based Inorganic 
Retrosynthesis with Expert Knowledge

NeurIPS 2024
Heewoong Noh, Namkyeong Lee, Gyoung S. Na, Chanyoung Park
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Retrieval-Retro: why copying recipes is not enough

§ The obvious approach: retrieve and copy
• Chemists borrow precursors from a similar material
• Retrieval: nearest reference → copy its precursor set

§ Problem 1: new routes cannot be copied
• (a) shares some precursors: copying works
• (b) shares none: ~10% of the data, the new routes

§ Problem 2: thermodynamics is ignored
• (d) precursor sets for the same target differ in ΔG*
• More negative ΔG → the reaction is more likely
• Prior work retrieves by similarity only

Domain knowledge

*ΔG: Gibbs free energy of the reaction; ΔG < 0 means the reaction can proceed

Goal of Retrieval-Retro: bring in thermodynamics, and propose recipes that nobody has written down before
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Retrieval-Retro: physics-guided implicit retrieval

1. Which reference materials to retrieve?

→ Retrieval guided by physics, not only by similarity

2. Implicit extraction, never copying
• Reference materials are encoded with a GNN, and 

the target attends over them
• Precursor information is extracted in the 

representation space, not copied
→ Combinations that no single reference contains

"materials likely to use a similar
precursor combination"

reaction feasibility (ΔG)
as the retrieval criterion
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Retrieval-Retro: largest gains on the year split

• The year split is harder but realistic: performance is lower than in the random split, and it better reflects predicting 
recipes for future materials

• Retrieval matters most on the year split: models that use reference materials consistently outperform non-retrieval 
models

• Retrieval-Retro gives the largest gain on the year split: best Top-1/3/5/10 accuracy and macro/micro recall, with a 
clear improvement over Graph Network + MPC

Interaction Retrieval



A Structured LLM Framework for Inorganic 
Material Synthesis Planning

NeurIPS 2026
Heewoong Noh, Gyoung S. Na, Namkyeong Lee, Chanyoung Park
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§ Material Synthesis Planning (MSP)

MSP-LLM: one LLM for the complete synthesis plan

target material → (precursor set, synthesis operation sequence)

§ Prior work: focuses on a single task — Precursor Prediction (PP) or Synthesis Operation Prediction (SOP)

§ This work: a unified LLM framework that solves the complete MSP end-to-end

§ Why an LLM?
• All inputs are text (chemical formulas) / LLMs carry broad physics/chemistry knowledge / reasoning capability
• But, there is no MSP-specific fine-tuning strategy yet

La1.2Ca1.8Mn2O7 → ({CaCO3,La2O3,MnO2}, (mixing à heating à mixing à sintering))
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§ Overall flow: target → precursors → operations, both stages with a fine-tuned LLM
• Stage 1, Precursor Prediction: target → {CaCO₃, La₂O₃, MnO₂}
• Stage 2, Synthesis Operation Prediction: target + precursors → [mixing, heating, …, sintering]

§ Two main ideas
• Two stages: the operations are predicted conditioned on the precursors
• Decision chain: predict the material group first, then the precursors conditioned on it → a chemically plausible subspace

MSP-LLM: two stages, one decision chain
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§ Finding: the LLM ignores precursors in the prompt
• Target-only: target material → operation sequence
• Implicit conditioning: precursor set in the input only → no gain

§ Why?
• Precursor formulas are long, and several are listed in a row
• The LLM only has to predict the next token: if the loss can go 

down without the precursors, it ignores them

§ Fix: Explicit conditioning
• Precursor set in the output as well as the input: the model must 

reproduce the precursors before the operations
• Plus precursor types (CaCO3 → carbonate): a carbonate implies 

a heating step to drive off CO2
• Learned once, and it transfers to every new carbonate

MSP-LLM: explicit conditioning on the precursors
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MSP-LLM: 18–23% Top-10 on the complete plan

§ Off-the-shelf API models almost always fail; MSP-LLM reaches 18–23% Top-10
§ Still, the absolute performance is low

• A prediction counts as correct only if both the precursors and the operations are right

§ The two stages are chained: wrong precursors → the operation prediction fails too
• Improving precursor prediction is the natural next step, and the focus of our next work (Retro-forge)
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§ MSP-LLM predicts the precursor set in one shot
• LiFeV₂O₇ → {Li₂CO₃, V₂O₅, Fe₂O₃}

§ But the actual route goes through an intermediate
• Li₂CO₃ + V₂O₅ → LiVO₃, and then LiVO₃ + Fe₂O₃ → LiFeV₂O₇
• The intermediate decides the heating and annealing conditions
• A route is more physically grounded than a bare precursor set

§ Real solid-state synthesis is pairwise and sequential
• Retro-Forge models it that way (right): one product → two reactants

Retro-Forge: beyond single-shot precursor prediction
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§ Core idea: Single-shot PP → Pairwise Route Discovery

Retro-Forge: recursive pairwise retrosynthesis
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§ Part 2: reading what came out of the furnace — IR-Agent

Part 2 — Characterization

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws

The instrument returns a spectrum, not a structure — how do we get the structure back?

Synthesis planning
• Retrieval-Retro (NeurIPS 2024)
• MSP-LLM (NeurIPS 2026)
• Retro-Forge (ICML 2026 AI4Sci WS)

Characterization
• IR-Agent (ICLR 2026)
• PCSP (NeurIPS 2026)

Learning
• Multi-agent LLM equation discovery 

(under review)
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§ A spectrum: the signal from matter interacting with energy
• Shine light on a material, and record how it responds at each wavelength
• Each bond vibrates at its own energy, so the peaks reveal the bonds present

§ Common types
• Infrared (IR), Raman, NMR, mass spectrometry (MS)

Spectroscopic data: an indirect view of structure

→ Spectroscopy is how we learn about a structure we cannot see directly
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§ Three reasons it is hard
• Inverse problem: we observe a signal and have to reason backwards
• Ambiguity: different structures give similar spectra, and a single peak never decides anything
• Aggregation: a spectrum is a sum over many vibrational modes, plus the environment, plus noise

§ So what inductive bias should the model have? Two routes
• 1. Model the way an expert interprets a spectrum → IR-Agent (ICLR 2026) (today)
• 2. Model the physical process that generates the spectrum → PCSP (NeurIPS 2026)

Why is structure inference from spectra hard?

IR-Agent: expert-style reading of the spectrum PCSP: the process that generates the spectrum



IR-Agent: Expert-Inspired LLM Agents for 
Structure Elucidation from Infrared Spectra

ICLR 2026

Heewoong Noh, Namkyeong Lee, Gyoung S. Na, Kibum Kim, Chanyoung Park
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§ Task: IR spectrum in, SMILES (the full molecular structure) out
§ Existing approaches

• Chemists read the peaks against an IR absorption table; it takes experience and intuition
• Most machine learning stops at functional-group detection: "there is a carbonyl", but not the molecule
• Methods that reach the full structure: Transformer sequence-to-sequence, spectrum in and SMILES out

IR-Agent: from an IR spectrum to a full structure

Output: SMILES (Full molecular structure)

M
L m

odel

CC(=O)OC1=CC=CC=C1C(=O)O

Input: IR spectrum
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§ Experts read a spectrum as a combination, not peak by peak

IR-Agent: mirror how an expert reads a spectrum

§ Tools
• Absorption table: peaks → substructures
• Retriever: nearest spectra → SMILES

§ Three experts
• TI expert (local): groups the peaks imply, 

with a confidence score
• Ret expert (global): structural motifs shared 

by similar spectra
• SE expert: integrates both and ranks the 

top-10 SMILES

§ Translator proposes candidates first; the 
experts refine them
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§ Structure prediction accuracy (Top-K)
• About 9k experimental IR spectra from NIST, three LLM backbones
• IR-Agent improves over the Transformer translator it starts from
• Multi-agent consistently beats a single agent playing all the roles

IR-Agent: results on 9k experimental NIST spectra

*single: one LLM plays all the expert roles
§ Adding chemical information

• Scaffold, carbon count, or atom types, 
added to the prompt as plain text

• No retraining, no architecture change, and 
accuracy goes up

→ The agent framework flexibly 
integrates chemical knowledge
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§ Part 3: learning from the measurements — CRISO

Part 3 — Learning

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws

What should the loop learn from the data — model weights, or explicit laws?

Synthesis planning
• Retrieval-Retro (NeurIPS 2024)
• MSP-LLM (NeurIPS 2026)
• Retro-Forge (ICML 2026 AI4Sci WS)

Characterization
• IR-Agent (ICLR 2026)
• PCSP (NeurIPS 2026)

Learning
• Multi-agent LLM equation discovery 

(under review)
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§ Input: data. Output: a closed-form equation
• Structure (operators, variables) plus constants
• Right structure: explains the system and extrapolates
• Right fit only: interpolates, and nothing more

§ Two families of methods
• Classical SR (genetic programming, e.g. PySR): searches 

expression trees, but knows no physics
• LLM-based (e.g. LLM-SR): brings prior knowledge, but 

searches over text

→ We want both: the LLM's knowledge and a 
structured symbolic search

Symbolic regression: from data to an equation

Observations in, an equation (structure + constants) out
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§ Step 1: Hypothesis Generation

Background: LLM-SR (ICLR 2025 oral)

• Generates the equation skeleton only
• Good past equations are given in-context

§ Step 2: Data-driven Evaluation

Score= 𝑀𝑆𝐸(𝑦 − .𝑦)

• LLM proposes the structure; an optimizer 
(torch + Adam) fits the numbers

§ Step 3: Experience Buffer

• Good equations stored in a buffer (“equation:score”)
• Fed back as in-context examples
• LLM does mutation + cross-over

Three limits
• 1) Text-program search: no defined space, no symbolic operations
• 2) LLM prior: finds known equations, struggles on unseen systems
• 3) Error only: approximates the structure, poor extrapolation
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§ 1) Equations as abstract syntax trees (ASTs), not text
• A well-defined search space with symbolic operations

§ 2) A collective of reasoning agents
• Many agents, each starting from a different hypothesis
• Best equation → domain interpretation → shared with all agents
→ the collective learns structure outside any single agent's prior

§ 3) Error and structure minimized together
• Score: prediction error + AST depth + number of free parameters
• Prefers compact, explainable laws over fitted approximations
• Finite-time convergence guarantee for the collective decision

CRISO: structured search by a collective of agents

d: AST depth,  M: number of free parameters
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CRISO: how the agent collective works

One round: (1) every agent's equation is scored on data and structure → (2) knowledge is extracted from the best one and 
shared with all agents → (3) each agent updates its AST
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CRISO: largest gains where the equation is unknown

• Consistent gains over LLM-SR and classical SR
• Largest gains where the equation is unknown
• Recovered equations are compact and readable

10 systems (physics, chemistry, biology); 4 with unknown equations

Error, lower is better
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CRISO: discovered laws hold out of distribution
Out-of-distributionProgressive update

Single agent 
plateaus

As K grows, the true equation's structure is recovered

• DNNs fail badly on some problems, especially OOD
• LLM-SR also shows a large error increase OOD
à existing methods fail at extrapolation
• In contrast, CRISO has much lower error, especially OOD
à strong OOD generalization from structural law discovery
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§ Three stages of the loop, three AI systems, one common thread

Summary: AI across the materials discovery loop

Design
target composition

Synthesis planning
precursors · operations

Synthesis
wet lab / robot

Characterization
spectra → structure

Database
successes and failures

Learning
update models · find laws

Synthesis planning
Retrieval-Retro · MSP-LLM · Retro-Forge
Target → recipe: retrieve related recipes, 
plan with an LLM, decompose step by step

Characterization
IR-Agent
Spectrum → structure: read it like an expert, 
local and global cues combined

Learning
CRISO
Data → law: a collective of agents searches 
for the equation, not only a fit
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§ (NeurIPS 2024) Retrieval-Retro: Retrieval-based Inorganic Retrosynthesis with Expert Knowledge

§ (NeurIPS 2026) A Structured LLM Framework for Inorganic Material Synthesis Planning

§ (ICML 2026 AI for Science Workshop) Retro-Forge: A Multi-Step Pairwise Retrosynthesis Framework for 
Solid-State Materials Synthesis

§ (ICLR 2026) IR-Agent: Expert-Inspired LLM Agents for Structure Elucidation from Infrared Spectra

§ (NeurIPS 2026) Periodic Complex Stochastic Processes for Retrieving Atomic Structures of Unknown 
Matters

§ (Under review) CRISO: Machine Collective Intelligence for Scientific Discovery
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